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Multilevel models for the evaluation of
educational institutions: a review
Leonardo Grilli and Carla Rampichini

1 The evaluation of educational institutions
The methodology for the evaluation of educational systems is being developed in
different elds, such as educational statistics, psychometrics, sociology and econometrics. Each discipline has developed approaches suitable for the analysis of particular aspects of the evaluation process. For example, educational statistics focuses
on learning curves using standardized scores, while econometrics mainly deals with
private returns (e.g. in terms of wages) or social returns (e.g. in terms of productivity). Anyway, there is a considerable overlap among the elds, for example peer
effects are studied both in educational statistics, as a major topic, and econometrics,
as a minor topic.
In this review we focus on the methods for comparing educational institutions.
Most of the literature concerns primary and secondary schools rather than universities. This preponderance is due to several factors: (i) primary and secondary education is compulsory and has an enormous social and economic impact; (ii) the majority of schools are under the responsibility of a single subject, namely the State; (iii)
the schools share a core curriculum in mathematics and reading that allow to build
standardized tests. Indeed, the potentialities of standardized tests attracted much
methodological work. Anyway, most of the topics we consider in this review apply
to both schools and universities and we often make reference to the evaluation of
universities, which is our own research area.
The interest in the evaluation of the educational system is proved by some recent
special issues edited by top-level scientic journals: Journal of Econometrics (The
econometrics of higher education, Lawrence and Marsh (2004)), Journal of Educational and Behavioral Statistics (Value-Added Assessment, Wainer (2004), Journal
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of the Royal Statistical Society series A (Performance monitoring in the public services, Bird (2004)).
The research activity in the evaluation of educational institutions inuences, and
is inuenced by, the real applications in school districts or states. For example, in
UK the publication of the ranking of schools based on raw measures of achievement
(the so called league tables) started a debate and a methodological work that induced the government to add adjusted measures (Goldstein and Spiegelhalter, 1996;
Leckie and Goldstein, 2009).
As for Italy, in the last years there are have been many research projects on the
evaluation of universities (Chiandotto et al, 2005; Boero and Staffolani, 2006; Fabbris, 2007), in addition to the intense activity of the National Committee for the

www.cnvsu.it).

Evaluation of the University System (

On the other hand, the

evaluation of primary and secondary schools played a minor role, even if there have

www.invalsi.it) and some
www.irrelombardia.it). In Italy the research is

been several projects nanced by the government (
regions (e.g., Lombardia:

more on universities than on schools mainly because a law imposed the evaluation of the universities since 1993. Indeed, in Italy the standardized tests on student achievement are few and occasional and the Government is still working to
build the evaluation system. Anyway, the availability of the standardized tests of
the OECD-PISA surveys is generating some valuable research activity (Martini and
Ricci, 2007).
This review is written from a statistician's point of view, so the focus is on the
methodological challenges connected with statistical modelling and data analysis.
The second Section is devoted to the denition of effectiveness in education, while
the third Section deals with multilevel models and their role in assessing effectiveness. The fourth Section gathers several statistical issues arising in effectiveness
evaluation, while the fth Section discusses the use of model results. The sixth Section concludes with some remarks.

2 Effectiveness
The effectiveness of an organization is the degree of achievement of its institutional
targets. In the case of education (schools, universities) some targets are internal,
such as the attainment of an adequate level of knowledge, while other targets are
external, such as a high proportion of employed graduates or a good consistency
between job and curriculum.
The degree of achievement of the targets can be measured in absolute terms (absolute effectiveness or impact analysis) or in relative terms (relative or comparative
effectiveness). Absolute effectiveness is appropriate for the evaluation of interventions, e.g. a specic vocational training course, while relative effectiveness is suited
for situations with many institutions offering the same service and thus interest focuses on comparing institutions. In a comparative setting, the effectiveness is usually operationalized as a measure of performance adjusted for the factors out of
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the control of the institution. In other words, the effectiveness is seen as an extraperformance entirely due to the behaviour of the institution itself.
In terms of economic theory, the issue of comparative effectiveness can be
viewed through the Principal-Agent-User model (Fabbri et al, 1996). In the context of education, the Principal is the Ministry of Education, the Agents are the
educational institutions (schools or universities) and the Users are the students. The
subjects are in a situation of asymmetric information and need some kind of assessment of the service offered by the Agents: in fact, each User has to choose one
Agent (the best for her), while the Principal wishes to rank the Agents in terms of effectiveness in order to understand the good practices and to take actions to improve
effectiveness (e.g. assigning incentives).
The key point is that the quality of the output of the educational process cannot
be dened in absolute terms, but only with respect to the effects on the students.
However, the effects on the students are affected by the features of the students
themselves, so if two institutions of similar quality have students with markedly
different degrees of motivation and ability, the outcome of the two institutions is
likely to be quite different. Therefore, a fair comparison of educational institutions
requires to control for the characteristics of the students, in other words education
is a eld where the evaluation of the Agents must be adjusted for the features of the
Users. In economic terms, the customers (students) are also inputs of the production
function of the educational institution.
The educational process leads to multiple outcomes, so many measures of effectiveness are conceivable. As for the university, relevant internal measures are the
drop-out rate, the duration of studies (time to the degree), the number of credits after
a given period and the satisfaction of the students expressed through questionnaires;
relevant external measures are the occupational status at a certain date after degree
(employed or not), the duration of unemployment (time to rst job), the wage, the
job satisfaction and the consistency between job and curriculum. The denition of
the outcome to be studied depends on the purpose of the evaluation and ultimately on
the policy objectives. Since the stake-holders (government, management, students)
give different weights to the outcomes according to their preferences, the evaluation
system should avoid summarizing the various kinds of effectiveness into a single
overall indicator.
In general the effectiveness is a feature that is outcome and time specic. Therefore judgements about schools need to address at least ve key questions: (i) Effective in promoting which outcomes? (ii) Effective over what period of time? (iii)
Effective for whom? (iv) Effective for which curriculum stage? (v) Effective in what
educational policy or regional context?
A framework for the assessment of school effectiveness is outlined by (Hanushek,
1986). A broad review of the methodological and statistical issues connected with
performance indicators is given by Bird et al (2005).
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2.1 The value-added approach
The analysis of the educational process is difcult, so the quality of educational
institutions is usually measured via a value-added approach, where the process is a
black-box and the output, called outcome, is evaluated in the light of the input. In
this perspective, the effectiveness is just the value added by the school:

[value added] = [actual outcome] − [expected outcome given the input]
Empirical studies have found that the differences in student outcomes across schools
are due mainly to differences in student prior achievement and socio-economic
background and for a minor part to differences in school factors such as teachers ability, organization and so on. Thus comparing the unadjusted outcomes is
markedly unfair and a value-added approach is needed.
There is an extensive literature on value-added student achievement, where the
main methodological point is how to properly adjust the nal raw achievement for
the initial conditions (initial level of knowledge, motivation, socio-economic status,
etc.). As explained by Tekwe et al (2004), Value-Added is a term used to label
methods of assessment of school/teacher performance that measure the knowledge
gained by individual students from one year to the next and then use that measure
as the basis for a performance assessment system. It can be used more generally
to refer to any method of assessment that adjusts for a valid measure of incoming
knowledge or ability.
The issue of adjustment is crucial also in external effectiveness evaluations (employment chances, consistency between job and curriculum), but in such cases the
adjustment for a ceteris paribus comparison is even more difcult: in fact, there is
no initial measure of the outcome under study and the external nature of the result requires adjusting also for external conditions (e.g. the unemployment rate). In
essence, to achieve a fair evaluation the main difculty is to make a proper adjustment.

2.2 Type A and type B effectiveness
The kind of adjustment required for assessing effectiveness is not the same for the
various subjects interested in the results. In this regard, it is useful to distinguish
between two types of effectiveness. In fact, a potential student (User) and the Ministry of Education (Principal) are interested in different types of effectiveness of the
educational institutions (Agents):

•

Type A - Potential student: interested in comparing the results she can obtain by
enrolling in different institutions, irrespective of the way such results are yielded;

•

Type B - Ministry of Education: interested in assessing the production process
in order to evaluate the ability of the institutions to exploit the available resources.
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The two types of effectiveness are called A and B after Raudenbush and Willms
(1995), who focused on internal measures, but the concept naturally extends to
external measures. In a comparative setting, the effectiveness is usually assessed
through a measure of performance adjusted for the factors out of the control of the
institution, so the difference between Type A and Type B effectiveness simply lies
in the kind of adjustment:

•

Type A effectiveness: performance of the Agent adjusted for the features of its
Users;

•

Type B effectiveness: performance of the Agent adjusted for the features of its
Users, the features of the Agent itself (out of its control) and the context in which
it operates.

In the evaluation of schools or universities the features of the students to adjust for
are the initial knowledge, ability, motivation etc., or proxies easier to measure, such
as the socio-economic status. Examples of features of the institutions to adjust for
are the public or private status, the student/teacher ratio and the amount of funding.
The features of the context requiring adjustment depend on the kind of evaluation,
for example to assess the effectiveness in terms of chances of employment an adjustment should be made for the conditions of the local labour market.
As pointed out by Raudenbush and Willms (1995), in practice the adjustment
required for the assessment of Type B effectiveness is particularly difcult, as it
involves many variables whose measurement is problematic.

3 Multilevel models as a tool for measuring effectiveness
The statistical models for assessing the relative effectiveness of educational institutions must face two main problems:

•

adjustment: a fair comparison requires to adjust the raw outcome for several factors, depending on the type of effectiveness;

•

quantication of uncertainty (accidental variability): this is necessary in order
to formulate judgements supported by empirical evidence, accounting for sampling variability and other sources of error, such as uctuations in the unobserved
features of the institutions and measurement error.

The raw rankings, sometimes called league tables, ignore both issues (Goldstein
and Spiegelhalter, 1996; Goldstein and Leckie, 2008; Leckie and Goldstein, 2009).
The main statistical tool for making a proper adjustment, while quantifying uncertainty, is regression. However, in a comparative evaluation of educational institutions, standard regression models (such as the Generalized Linear Models) are not
adequate as they do not take into account a crucial feature of the data, namely the hierarchical structure. In fact, the students are nested into the institutions and the aim
is to measure the effectiveness of the institutions using outcomes dened at the student level. From a statistical viewpoint, standard regression models make unsuitable
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assumptions on the variance-covariance structure since they assume independence
of the observations, while the results of the students of the same institution are positively correlated as they share several unobserved factors at the institution level. The
consequence is a poor quantication of uncertainty (and in nonlinear models also a
systematic attenuation of the regression coefcients). In addition, standard models
are unable to represent some key features, e.g. varying slopes.
A class of models well suited for assessing the relative effectiveness of institutions is that of multilevel models, also known as mixed models or hierarchical
models. The reason is that multilevel models allow to:

•

specify distinct sub-models for the behaviour of the institutions and the behaviour
of their users;

•

represent adequately the variance-covariance structure, achieving a good quantication of the uncertainty;

•

represent explicitly the concept of effectiveness by means of a random effect
added to the linear predictor.

There are plenty of textbooks on multilevel modelling. Snijders and Bosker (1999)
is an excellent introduction. Hox (2002) has fewer details, but it covers a wider range
of topics. Raudenbush and Bryk (2002) present the models in a careful way along
with thoroughly discussed applications. Goldstein (2003) is a classical, though not
easy, reference with wide coverage and many educational applications. A useful
handbook is de Leeuw and Meijer (2008).
The web is rich of resources on multilevel modelling, for example the Centre for
Multilevel Modelling at

www.cmm.bristol.ac.uk. There is also a very active

email discussion group for exchanging information and suggestions about multilevel
modelling (see

www.jiscmail.ac.uk/lists/multilevel.html).

Multilevel models can be tted with Maximum Likelihood or Bayesian methods
(Raudenbush and Bryk, 2002; Goldstein, 2003), using specialized software (e.g.
MLwiN, HLM) or procedures of statistical packages such as SAS, Stata, R, Mplus.

3.1 The random intercept model
The basic multilevel model is the linear random intercept model:
yi j

= α + β xi j + γ w j + u j + ei j

(1)

where j indexes the level 2 units (clusters) and i indexes the level 1 units (subjects).
In terms of the Principal-Agent-User model outlined in the previous Section, the
clusters are the Agents and the subjects are the Users. Specically, in the evaluation
of schools the clusters are the schools and the subjects are the students.
The variables in the model are: yi j , the outcome of student i of school j (a raw
measure of performance); xi j , a vector with the features of student i of school j; w j ,
a vector with the features of school j and the context in which it operates.
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Moreover, u j is the random effect of school j, i.e. an unobservable quantity characterizing such a school and shared by all its students. The term u j is an adjusted
measure of performance: in fact, it is a residual component that captures all the
relevant factors at the school level not accounted for by the covariates and thus its
meaning depends on which covariates enter the model. The effect u j is called random because it is a random variable, assuming independence among the schools.
For consistency of the estimates, the crucial assumption on u j is that its expectation conditionally on the covariates is null (exogeneity). Less crucial, but standard
assumptions are the homoscedasticity, i.e. the u j have constant variance

σu2 , and the

normality of the distribution.
Finally, the level 1 errors ei j are residual components taking into account all the
unobserved factors at the student level making the outcome yi j different from what
predicted by the covariates and the random effect. The ei j are assumed independent
among students and independent of u j . The other standard assumptions are similar
to those on u j , i.e. exogeneity, homoscedasticity (with variance denoted as

σe2 ) and

normality.
The model is named random intercept since each school has its own intercept

α + γw j + u j

that has both xed and random components. However, the slopes are

assumed to be constant across schools, so the regression lines are parallel (see the
left panel of Figure 3.1).
To make clear the value-added interpretation, model (1) can be written as follows:

³
´
− α + β xi j + γ w j =
uj
+ ei j
actual outcome − expected outcome = value added + residual
yi j

(2)

The expected outcome is the outcome predicted by the model on the basis of the
available school-level and student-level covariates. For student i of school j the

Fig. 1 Regression lines in a random intercept model and in a random slope model
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difference between actual and expected outcome has a school-level component u j
(the value added) and a residual student-level component ei j . The value added u j is
thus a school-level unexplained deviation of the actual outcome from the expected
outcome. Since what is expected depends on the covariates, the meaning of the
value-added term depends on how the model adjusts for the covariates, namely: (i)
which covariates are included in the model; (ii) how the covariates enter the model
(nonlinearities, interactions).
To illustrate the random intercept model, let us consider a simple example where
yi j is a measure of nal achievement and the only available covariate is the corresponding measure of prior achievement xi j . While xi j is a student-level covariate,
its school mean x̄ j is a school-level covariate measuring the quality of the context.
In educational research the slope of x̄ j , called contextual coefcient, is often found
to be signicant, meaning that the context has an effect on the individual outcomes.
For example, assume the contextual effect is positive and consider two students i and
k with the same prior achievement: if the school attended by student k has a higher
mean prior achievement then the school attended by student i, then the model predicts an higher nal achievement for student k. The reason is that the school attended
by student k operates in a more favourable context that substantially improves the
learning process.
In order to allow for contextual effects, the random intercept model for a single
covariate should be specied as:

= α + β xi j + γ x̄ j + u j + ei j
= (α + γ x̄ j + u j ) + β xi j + ei j

yi j

where the covariate (prior achievement) has a within slope

γ.

(3)

β

and a contextual slope

Indeed, when the contextual coefcient is not null the covariate has a within

slope different from the between slope and also from the total slope, see Snijders
and Bosker (1999) and Raudenbush and Bryk (2002).
In model (3) all the school factors beyond the cluster mean of the covariate
(school mean of prior achievement) are included in the random effect u j which
is broadly interpreted as the effect of school practice or value added. Denoting with
Ai j and Bi j the Type A and B effects for student i of school j outlined in the previous
Section, model (3) implies
Ai j

= γ x̄ j + u j

(4)

= uj

(5)

Bi j

Thus the random intercept model implies uniform Type A and B effects, i.e. attending a given school has the same effect for all the students, regardless of their features.
In statistical terms, there is no interaction between school practice and student features. The uniformity of the effects leads to straightforward rankings of the schools:
once the model is tted, the schools can be ranked on the basis of the estimated Type
A or Type B effects, yielding two rankings that may differ in a substantial way if
contextual effects are relevant.
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3.2 The random slope model
Unfortunately, uniform effects are often a restrictive assumption since typically a
given school practice has more or less impact on student learning depending on the
kind of student under consideration. Some schools are egalitarian, trying to reduce
the gap in the prior achievement, while other schools are competitive, tending to
boost the initial differences: in statistical terms, competitive schools have an higher
slope on prior achievement. A multilevel model accounting for varying slopes is the
linear random slope model:
yi j

= α + β xi j + γ w j + u0 j + u1 j zi j + ei j

(6)

where zi j is the subset of student-level covariates xi j having a random slope.
The random slope extension of model (3) is

¡= α + β xi j + γ¢x̄ j +¡ u0 j + u1¢j xi j + ei j
= α + γ x̄ j + u0 j + β + u1 j xi j + ei j

yi j

(7)

so each school has its own regression line as depicted in the right panel of Figure
3.1. Snijders and Bosker (1999, Sect. 5.3.1) discuss some specication issues.
Model (7) implies the following Type A and B effects:
Ai j

= γ x̄ j + u0 j + u1 j xi j

(8)

= u0 j + u1 j xi j

(9)

Bi j

Thus the random slope model implies non-uniform school effects, i.e. attending a
given school does not have the same effect for all the students, since the effect depends on the features of the student under consideration. Non-uniform effects make
difcult to rank the schools, since the ranking changes whenever two regression
lines cross, and any couple of schools has a different crossing point. A practical solution is to use the covariates to dene a few relevant proles (e.g. low-achievement
student, medium-achievement student etc.) and to produce one ranking for each prole.

3.3 Cross-level interactions
As in standard regression, multilevel models can be extended to allow for interactions, namely the effect of a covariate depends on the level of another covariate.
However, in multilevel analysis there is a special kind of interaction that is important for a ne modelling of the relationships between hierarchical levels: it is the
cross-level interaction, i.e. the interaction between an individual-level covariate and
a cluster-level covariate. For example, Ladd and Walsh (2002) used non parametric regression to show that the effect of the prior school mean score on the nal
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individual score depends on the prior individual score: most students benet from
being in a school with high-scoring schoolmates, but for students with a very low
prior score the effect is reversed. This situation can be modelled through cross-level
interactions, for example model (3) may be expanded as
yi j

= α + β xi j + γ x̄ j + δ xi j x̄ j + u j + ei j

so the effect of the prior school mean score x̄ j is

γ + δ xi j ,

(10)

which depends linearly

on the prior individual score xi j .
Model (10) implies the following Type A and B effects:
Ai j

= (γ + δ xi j ) x̄ j + u j

(11)

= uj

(12)

Bi j

Thus, the random intercept model with cross-level interactions implies uniform
Type B school effects, but non-uniform Type A school effects. Thus, there is a
unique ranking of schools based on Type B effects, while the ranking based on
Type A effects depends on student features.

3.4 Fixed versus random effects
As implied by the name, the random intercept and random slope models treat the
cluster residual effects as random variables. Alternatively, such effects could be
treated as unknown xed quantities, i.e. xed effects.
In principle, the choice between xed and random effects is straightforward: use
xed effects whenever you wish to make inference on the clusters in the data; use
random effects whenever you wish to make inference on a population of clusters,
assuming that the clusters in the data are a random sample from such a population (Snijders and Berkhof, 2008). However, the choice is complicated by other,
more practical, considerations. In fact, xed effects models have the advantage of
requiring fewer assumptions: there is no need to specify the distribution of the random effects, nor to assume that they are uncorrelated with the covariates (exogeneity). Moreover, Draper and Gittoes (2004) demonstrate the large sample functional
equivalence between a method based on indirect standardization and a xed effects
model. Also note that when the cluster sizes become large, the xed parameter estimates yielded by a random effects model tend towards the xed parameter estimates
yielded by a xed effects model. See, for example, Wooldridge (2002).
Unfortunately, xed effects models are unable to include cluster-level covariates:
the technical reason is that cluster-level covariates would be perfectly collinear with
the cluster indicators, while an intuitive explanation is that the xed effects fully
explain the cluster-level variability, so there is no scope for cluster-level explanatory
variables. In a value-added analysis, the impossibility to include the covariates of
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the school/context is a serious limitation. For example, Type B effects cannot be
estimated with a xed effects model.
Another drawback of the xed effects approach is the incidental parameter problem arising in non-linear models, yielding inconsistent estimators of all the parameters. Wooldridge (2002) gives some details.
The random effects approach is generally to be preferred, even if it entails a risk
of misspecication of the conditional distribution of the random effects given the covariates, yielding biased inferences. It is therefore crucial to check the assumptions
on the random effects and possibly adopt alternative specications: for example, the
non-normality of the random effects can be addressed by using a discrete distribution with estimable support points and masses (yielding non-parametric maximum
likelihood estimates), while the correlation of the random effects with the covariates (endogeneity) can be solved by extending the model with the cluster means
(Snijders and Bosker, 1999).
A further advantage of a random effects model is the availability of empirical
Bayes (shrunken) residuals to predict the cluster effects, as discussed in Section 5.1.

3.5 Non-linear and multivariate multilevel models
The nature of the outcome determines the kind of multilevel (mixed) model to be
used:

•
•
•
•
•
•

continuous (test score, wage . . . ): linear mixed model;
count (number of enrolled students . . . ): e.g. Poisson mixed model;
time (time to degree, time to get rst job . . . ): duration mixed model;
binary (dropout, employment status . . . ): e.g. logistic mixed model;
ordinal (satisfaction, grade . . . ): e.g proportional odds mixed model;
nominal (type of job, course subject . . . ): e.g multinomial logit mixed model.

All the previous models belong to the class of Generalized Linear Mixed Models
(GLMM). A wider class including also Rasch, IRT, factor and structural equation
models is the Generalized Linear Latent And Mixed Models (GLLAMM: Skrondal
and Rabe-Hesketh (2004)). The GLLAMM framework is not only a relevant theoretical advance, but it also gives the researchers an easy way to extend and integrate
their models: for example, in the GLLAMM framework it is quite straightforward
to specify and t multilevel IRT models.
To give an idea of the applications of non-linear and/or multivariate multilevel
models, we mention some of our works on graduates' placement using data from
the Italian system: multilevel discrete-time survival models for the time to obtain
the rst job (Biggeri et al, 2001; Grilli, 2005); multilevel chain graph models to
study the probability of employment after one year (Gottard et al, 2007); multilevel
factor models for ordinal indicators to study the satisfaction on several aspects of
the current job (Grilli and Rampichini, 2007a); multilevel multinomial logit models
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for studying where the skills needed for the current job have been acquired (Grilli
and Rampichini, 2007b).

3.6 Multilevel models for non-hierarchical structures
The multilevel models considered so far are appropriate only for hierarchical (also
called nested) structures. Two extensions are worth to mention: models for crossclassied structures and models for multiple membership.
A structure is called cross-classied when the individuals are classied along two
or more dimensions. For example, students may be classied by school and neighborhood, so the model has both school random effects and neighborhood random
effects. See Raudenbush (1993) and Rasbash and Goldstein (1994).
A multiple membership multilevel model takes into account that some individuals may change their cluster. For example, during a school cycle of ve years a
student may spend four years in school A and then move to school B, where she
takes a nal examination aimed at assessing the learning during the whole cycle.
It is clearly unfair to ascribe the gain of such a student only to school B, as in a
standard multilevel model. A more reasonable assumption is that the gain of such a
student is due to school A for 4/5 and to school B for 1/5, as in a multiple membership model.
An example of multiple membership model is the Layered Mixed Effects Model
(Sanders and Horn, 1994), which has the limitation of not allowing covariates. However, Browne et al (2001) show that the multiple membership feature can be added
to any multilevel model, encompassing models with covariates and crossed random
effects. Goldstein et al (2007) and Leckie (2009) apply multiple membership and
cross-classied models to the analysis of pupil achievement.

4 Issues in model specication
The implementation of statistical models for value-added analysis raises several
questions, where statistical issues and policy considerations are often inextricably
mixed. The following considerations hold in general for value-added models, regardless of their multilevel nature.

4.1 Simple versus complex models
The value-added approach recognizes that the learning process is too complex to
be fully modelled, so the pragmatic aim of accountability is pursued. Therefore, it
is recommended to keep the model as simple as possible. As noted by Tekwe et al
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(2004), there is a natural desire on the part of the public and the educational establishment that implementation of school accountability systems involve simple
methods understood by many, not just those with extensive methodological training. The authors state that simple models are to be preferred if they are just as
good as complex models, so there is a burden of proof on value-added measures
developed from complex models.
Tekwe et al (2004) made an empirical comparison of several value-added models
using data from a medium sized Florida district of 22 elementary schools. They
found that the rankings originated from different models were highly correlated,
with the notable exception of a mixed model with socio-economic covariates at the
student level. Models without covariates produced similar rankings, e.g. a simple
xed effects model on the change score yielded essentially the same results as a
complex Layered Mixed Effects Model. So the main question is if and how a valueadded model should adjust for student-level and school-level covariates.

4.2 To adjust or not to adjust?
The notion of value-added implies to adjust the nal achievement at least for the
prior achievement. It is widely accepted that the minimal requirement for valid
institutional comparison is an analysis based on individual level data which adjusts
for intake differences (Aitkin and Longford, 1986).
Unfortunately, there is no general agreement on which other factors should be
controlled for. The value-added measures should be purged from the factors out of
the control of the school, but in practice the separation between factors under control
and factors out of control is not so clean. Tekwe et al (2004) state that if schools
are partly but not wholly responsible for the effects of covariates, then bias results
from either including or excluding them. Usually the schools are not responsible
for the socio-economic status (SES) of their students, which is mainly determined
by the features of the district where the school is located, so adjusting for SES is
appropriate. However, if the admission to the schools is selective, it may be that the
worst schools have few students with high SES just because they are known to be
bad. In that case the adjustment is unduly benecial for the bad schools.
The decision to adjust for socio-economic factors also depends on the purpose of
the evaluation process. Tekwe et al (2004) stated that a model that adjusts only for
the prior achievement . . . might be preferred in a low-stakes accountability system that provides incentives and resources for `less effective' schools to improve
and that does not base salary raises on the value-added measures. In a high stakes
system, however, where teachers' salaries and school budgets depend on `high performance', not adjusting for signicant socio-demographic factors could encourage
the ight of good teachers and administrators from schools with high percentages
of poor or minority students. On the other hand, adjusting for these factors could institutionalize low expectations for poor or minority students and thereby limit their
opportunity to achieve their full potential.
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Ladd and Walsh (2002, pp 3-4) discuss the issue of adjusting for race, as implemented in the value-added system of Dallas: The educational logic for including
race is not transparent. At best it serves as a proxy for income and family characteristics, such as low income and single parent families, for which other data were
not available or were incomplete. In contrast, the political logic for Dallas to control for the student's race in the equation was very clear. Dallas ofcials wanted to
make sure that schools serving minority students had the same probability of being
judged an effective school as any other school. The problem is that by applying this
criterion of perceived fair treatment, Dallas ofcials could well have been concealing some true differences in the relative effectiveness of schools serving minorities.
Policy makers in other states have specically chosen not to control for the race
of the student based on political considerations of a different sort. If they were to
include race as a control variable, they faced the possibility that they might be misinterpreted as sending a signal that the academic expectations for minority children
are lower than those for white children. Such a message would be inconsistent with
the rhetoric that underlies much of the outcomes oriented reform efforts, namely
that all children can learn to high levels. While this concern about a specic demographic variable applies most pointedly to a student's race, it applies as well to other
background characteristics of students, such as family income.
As statisticians, we believe that a model for value-added analysis should control
for all the relevant factors, paying attention to issues such as endogeneity and measurement error. Once a good model has been tted, how to use the results is a policy
matter: for example, one can decide to publish only Type A effects.

4.3 Endogeneity
The difculty of adjusting for student covariates can be seen as stemming from the
correlation between such covariates and the school effects, i.e. endogeneity (Braun
and Wainer, 2007). Note, however, that adding the cluster mean makes a studentlevel covariate uncorrelated with the school effects, so valid estimates of the Type
A effects can be obtained. In a sense, the bias induced by the correlation is shifted
to Type B effects. In general, the estimation of Type B effects is biased by the endogeneity of school-level covariates (Raudenbush and Willms, 1995). For example, if
the less effective schools receive more resources (e.g. measured by expenditure per
pupil and pupil-teacher ratio) then the estimated resource effects are attenuated due
to endogeneity. Steele et al (2007) try to solve the endogeneity problem by using a
multilevel model with two simultaneous equations, one for pupil achievement and
the other one for school resources.
The most common source of endogeneity is the omission of relevant covariates
(Kim and Frees, 2007). Other sources are sample selection bias (Grilli and Rampichini, 2007c) and measurement error (see Section 4.5).
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4.4 Modelling the achievement progress
The value-added accountability systems typically produce databases reporting, for
any student and any subject, the measures of achievement (scores) at several grades.
The measurements of achievement at different grades should be on the same scale
(vertical scaling), which is problematic since the content of a subject varies across
grades. Braun and Wainer (2007) discuss the case of mathematics, where the role
of geometry in the curriculum substantially increases in later grades, so in a sense
math is not math.
When the prior achievement yt −1,i j is measured on the same scale as the nal achievement yt ,i j , the response variable of a value-added model can be either
the nal achievement yt ,i j or the difference between nal and prior achievement
yt ,i j − yt −1,i j (progress). Consider the following random intercept model on the nal
achievement:
yt ,i j

= α + β yt −1,i j + γ xi j + u j + ei j

where xi j is a student-level covariate. In this model, if

(13)

β = 1 the progress, i.e. the -

nal achievement minus the prior achievement, does not depend on the prior achievement, but only on the covariates; if

β <1

the progress is higher for students with

β > 1 the progress is higher for students
β < 1 in public schools, where one of the

lower prior achievement; on the contrary if
with higher prior achievement. Usually

main goals is to reduce differences among students' abilities. Usually the behaviour
of the schools in this respect is not the same, i.e.

β

can vary between schools, calling

for a random slope model such as (7).
The interpretation of the parameters of model (13) is clearer if we subtract the
prior achievement yt −1,i j from both sides, obtaining the corresponding random intercept model for the progress:
yt ,i j

− yt −1,i j = α + (β − 1)yt −1,i j + γ xi j + u j + ei j

(14)

The only difference in the slopes of models (13) and (14) concerns the slope of
prior achievement. The slopes of the other covariates are unchanged, making clear
that in model (13) the slopes of the covariates have to be interpreted as effects on the
progress and not on the level: indeed, even if the response is the nal achievement,
the prior achievement is controlled for. Note that a model for the progress without
adjusting for the prior achievement amounts to assume

β = 1, which is in general

not plausible.
In principle, the effect of the covariate xi j on the nal achievement yt ,i j can be
decomposed in the sum of two components: the effect on the prior achievement

− yt −1,i j . Denoting with ϕ the slope of the
ϕβ + γ . If the covariate
has a cumulative effect on the achievement, then ϕβ is likely to be greater than γ ,
yt −1,i j and the effect on the progress yt ,i j

regression of yt −1,i j on xi j , the total effect of xi j on yt ,i j is

and such a gap tends to increase with the educational grade. In applied work many
value-added models omit the covariates: the rationale is that the covariates affect
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the achievement level but not the progress. However, such an assumption should be
tested whenever possible by adding the covariates to the model.

4.5 Measurement error
Value-added models are based on measures of pupil achievement, usually obtained
through standardized tests. The score of a test is a fallible measure of the true
achievement, with a measurement error that depends on the reliability of the test.
When the score is the response variable of the model, its measurement error is captured by the model error and there are no consequences on the estimates. However,
the prior score is often used as a covariate in value-added models, as in (13) and
(14), causing measurement error bias. The problem disappears in the change score
model (14) if the prior score is omitted, but such an omission as to be tested.
For illustration, let us consider model (13), where the nal achievement is the
response and the prior achievement enters as a covariate:


 yt ,i j


st −1,i j
st ,i j

= α + β yt −1,i j + γ xi j + u j + ei j
= yt −1,i j + mt −1,i j
= yt ,i j + mt ,i j

where the m's are measurement errors with zero mean and variance
scores and

σm2

t

(15)

σm2 −
t

1

for prior

for nal scores. The measurement errors are assumed to be indepen-

dent of the model variables and independent across students and across occasions.
Replacing the nal achievement with the nal score, the model becomes

½

st ,i j
st −1,i j

= α + β yt −1,i j + γ xi j + u j + e∗i j
= yt −1,i j + mt −1,i j

(16)

∗

= ei j + mt ,i j . Under the standard assumptions, e∗i j is independent of the
covariates and thus β and γ can be estimated without bias. However, replacing the

where ei j

prior achievement with the prior score yields a student-level error correlated with

γ = 0 and
β λt −1 , where

the prior score and thus the estimators are biased. In model (16), if
u j is dropped, the probability limit of the least squares estimator is

³
´
λt −1 = σy2 − / σy2 − + σm2 − is the reliability of the prior score. Since the reliabilt

1

t

1

t

1

ity is less than one, the slope of the prior achievement is biased toward zero (attenuated). Therefore, the effect of the prior achievement in not fully controlled for, so
the analysis penalizes the schools with disadvantaged students. For example, in the
application of Ladd and Walsh (2002) two-fths of the differentially favourable outcome for schools serving advantaged students result from measurement error bias,
so after correcting for measurement error the relative rankings of the schools change
substantially.
If the model has a covariate xi j , the slope of the prior achievement yt −1,i j is
still attenuated, while the slope of xi j is inated or attenuated depending on the
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correlation structure. Indeed, the attenuation of the slope of yt −1,i j implies that the
effect of yt −1,i j is partially controlled for, so part of its effect is absorbed by the
slope of xi j . For example, if xi j is the socio-economic status, which typically has
a positive effect on achievement, the measurement error on the prior achievement
causes an upward bias in the estimation of the slope of xi j .
The basic difculty with a model whose covariates are affected by measurement
error is that the model parameters are not identied, so the correction usually relies on unveriable assumptions or on external data (Fuller, 1987). The issue of
measurement error in multilevel models is discussed in Battauz et al (2005) and in
Ferr
ao and Goldstein (2009).

5 Use of the model results
Once a suitable model is tted, the results can be used to:
1. study the relationship between the outcome and the explanatory variables;
2. rank the schools according to their effectiveness;
3. predict the outcome for a given student in a given school.
The rst aim is common to all statistical models when they are used to understand
real phenomena. In general, the ndings can be legitimately interpreted in terms of
associations since, apart from the rare controlled experiments, a casual interpretation
requires strong untestable assumptions. On this point, Rubin et al (2004) argue that
 without `heroic assumptions' causal inferences cannot be legitimately drawn. See
also Raudenbush (2004); Braun and Wainer (2007); Hong and Raudenbush (2008);
Jin and Rubin (2009).

5.1 Ranking the schools
The aim of ranking the schools according to effectiveness has two main purposes:
accountability and information to the potential users. The rankings are widely used
for accountability, especially as a tool to identify schools with anomalous performances deserving special attention. On the other hand, the dissemination of the
rankings to the potential users is less frequent and it is still the object of heated debates (Ladd and Walsh, 2002; Goldstein and Leckie, 2008; Leckie and Goldstein,
2009).
School rankings are derived from school-level residuals, which can be seen as
predictions of the random effects representing the effectiveness. The residuals can
be obtained in two main ways (Raudenbush and Willms, 1995): in a conventional
way by subtracting the expected outcome from the observed outcome, or via empirical Bayes (EB). The conventional method gives unbiased estimates of the school
effects, while the EB method produces the so called shrunken residuals, which are
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biased but efcient estimates of the school effects. The shrinkage pulls the conventional residual towards its population mean, i.e. zero, depending on the cluster size:
the smaller the size the greater the shrinkage. Apart from efciency considerations,
shrunken residuals are usually preferred in school evaluation settings, since they
provide protection against the fortuitous assignment of a school to the top or bottom
of the ranking.
Since the residuals are affected by the sampling variability and other sources of
error, the corresponding ranking has a degree of uncertainty. Such uncertainty is
difcult to represent, since it involves multiple comparisons. The usual approach
is to build pairwise condence intervals (Goldstein and Healy, 1995), even if more
sophisticated approaches are possible (Afshartous and Wolf, 2007). For example,
Figure 2 reports the EB predictions of random effects along with 95% pairwise
bars for a set of schools: the effectiveness of two schools is statistically different
whenever the 95% pairwise bars of the two residuals do not overlap.
Figure 2 is a typical picture arising in empirical analyses: only a few schools at
the top and at the bottom of the ranking are statistically different, so there is little
evidence for ranking the schools. In addition, Leckie and Goldstein (2009) point
out that potential students are interested in future rather than past effectiveness: this
implies larger error bars around the residuals, so the comparisons are even more
inconclusive.

Fig. 2 EB predictions of random effects with 95% pairwise bars.
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5.2 Predicting the outcome
The prediction of the outcome for a given student is relevant for guidance purposes.
After estimation of the parameters and prediction of the random effects, it is possible
to predict the outcome of a student with certain features in a specic school. For
example, the predicted outcome from the random intercept model (3) is:
yi j

= (α + γx̄ j + u j ) + β xi j

(17)

Since the random intercept model without cross-level interactions implies uniform
school effects, the ranking of the schools based on the predicted outcomes (17) is
the same as the ranking based on the predicted Type A effects (4).
The predicted outcome from the random slope model (7) is:
yi j

´
¡
¢ ³
= α + γx̄ j + u0 j + β + u1 j xi j

(18)

In this model the ranking of the schools changes with the student's characteristics,
so a student-specic prediction is needed for guidance purposes. The same is true
for the random intercept model with cross-level interactions (10).
To guide the students in their choice, the government could set up a system where
the student plugs in her characteristics xi j and obtain the predicted outcome for
every school. It is worth to note that the usefulness of the predictions depend on
their precision, which is difcult to compute. Raudenbush and Willms (1995) show
how to estimate the variance of Type A effects.

6 Concluding remarks
This paper has reviewed some methodological issues in the evaluation of school effectiveness focusing on the value-added approach and its implementation via multilevel modelling.
Even if multilevel models represent a theoretically satisfactory tool for the assessment of educational institutions, their implementation must face serious problems
such as misspecication due to omitted variables, measurement error bias, and low
power in ranking the institutions.
In general, the value-added approach itself suffers from some limitations: (i) it
does not explain why a school is effective or ineffective; (ii) studies of school effects
are quasi-experiments, so causal conclusions are questionable; (iii) a satisfactory
adjustment for the input requires several good-quality covariates; (iv) measurement
error in the covariates (especially prior achievement) may bias the slope estimates;
(v) it is difcult to fully account for all the uncertainty; (vi) it is difcult to communicate the results to a non specialized audience.
In spite of its limitations, the value-added approach is an extremely useful tool to
analyze the factors related with the student achievement and to identify outstanding
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students and schools, even if it needs to be used in conjunction with qualitative
analysis in order to give reliable and effective indications for the accountability of
schools.
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