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Abstract We discuss some issues related to the statistical modelling of students’
academic performance, with special emphasis on the role of predictors such as high
school marks and pre-enrolment tests. After a brief review of the literature, we out-
line the strategies we devised in the analysis of data on the freshmen of the Univer-
sity of Florence.
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1 Introduction

Predicting students’ academic performance is a key step in order to improve the
efficiency of university systems. Indeed, delays or failures are costly for both the
students and the administration. Therefore, it is of primary importance to determine
the factors associated with the performance in order to plan actions such as guid-
ance, restrictions to the access, and tutoring. To this end, universities can typically
rely on information about the high school career, such as the type of school and
various measures of proficiency. However, the results at high school are not fully
appropriate to predict the academic performance due to several issues, including the
possible mismatch between the competencies evaluated at high school and the com-
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petencies required for a given degree program, and the heterogeneity in the criteria
for awarding marks (usually, there is substantial variability across types of schools
and across geographical regions). To overcome those issues, some universities de-
vise a pre-enrolment assessment test tailored on the needs of each degree program.
However, a quick look at pre-enrolment tests around the world reveals a lack of com-
monly accepted guidelines and a shortage of empirical evidence about the predictive
ability.

The literature on the empirical research about predicting students’ academic per-
formance is scattered in various journals, ranging from Psychology to Economics.
Some noteworthy papers are Murray-Harvey (1993), Wedman (1994), Hoefer and
Gould (2000), Murphy et al. (2001), Maree et al. (2003), Dancer and Fiebig (2004),
Win and Miller (2005), Smith and Naylor (2005), Birch and Miller (2006), Birch
and Miller (2007), Mills et al. (2009), Mallik and Lodewijks (2010), Bianconcini
and Cagnone (2012), Chowdhury and Mallik (2012), Adelfio et al. (2013).

The statistical modelling of the academic career is challenging due to the com-
plexity of the process. For example, the pre-enrolment test is an instrument to mea-
sure students’ competencies in addition to already known characteristics, such as
the high school mark, thus it is important to assess the value added by the test and to
disentangle the effect of the high school mark on the academic performance into a
direct effect and an indirect effect mediated by the test. To this end, the analyst has
to rely on complex approaches such as path models (Murray-Harvey, 1993) or the
regression chain graphs discussed in the following.

Another complication for the statistical modelling of gained credits is that the ob-
served distribution is typically quite irregular: in fact, exams yield different number
of credits and the sequence of exams varies across students; moreover, the distri-
bution usually has peaks at zero and at the maximum. A simple approach such as
OLS regression can still be used to analyze the associations, but it cannot be used
to make predictions. To this end, a proper statistical model is required, even if the
features of the response variable rule out conventional parametric models. Two ef-
fective methods are the quantile regression (Birch and Miller, 2006; Adelfio et al.,
2013) and the mixture regression discussed in the following.

In the rest of the paper we focus on a case study about the pre-enrolment test at
the University of Florence, illustrating some modelling strategies based on regres-
sion chain graphs, mixture models and hurdle models.

2 Data on freshmen at the University of Florence

In the academic year 2008/2009, the School of Economics of the University of Flo-
rence introduced a compulsory test to evaluate the background of the students wish-
ing to enrol in a degree program. The test has 3 editions (September, November and
December) and it is based on 40 multiple-choice items covering 3 areas: Logic (12
items, 30%), Reading (10 items, 25%) and Mathematics (18 items, 45%). For each
item, one out of 5 alternatives is correct, with the following scoring system: 1 if
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correct, 0 if blank, -0.25 if wrong. Thus the total score ranges from -10 to 40, and
the threshold for passing the test is fixed at 9: candidates with a lower total score are
advised against enrollment. In such a case, they can still enrol in a degree program
of the School of Economics, but they can take examinations only after passing the
test during one of the later editions.

We consider the participants to the first edition of the test (September 2008). The
data set is obtained by merging data collected at the test with the administrative
data of the School of Economics. After deleting 68 foreign students (due to missing
information), the data set has 1057 observations. The available students’ variables
are listed in the following. Pre-test: Female, Far-away resident (indicator for resi-
dence in the provinces of Massa-Carrara and Grosseto or in a province out of Tus-
cany), Type of high school (Scientific, Humanities, Technical, Other), High school
irregular career (indicator for age at high school diploma > 19), High school grade
(from 60 to 100, centered at 80). Test: Total test score, Partial test scores (Logic,
Reading, Mathematics), Test passed (indicator for total test score ≥ 9). University
career: Delay in enrollment (indicator for being enrolled one or more years after
high school diploma), Degree program (Management, Economics, Tourism, Mar-
keting and Statistics), Credits gained during the first year (from 0 to 60), Second
year enrollment at the School of Economics.

The test was passed by 853 candidates (80.7%). The test result is not manda-
tory for enrollment, but it influences the probability of enrollment: the enrollment
rates were 65.3% overall, 67.9% for candidates who passed the test and 54.4% for
candidates who did not pass the test.

The analysis is based on 690 students who took the test and then enrolled at the
School of Economics. The sample distribution of gained credits after one year (De-
cember 2009) has a small percentage at the maximum (0.75% of freshmen gained
60 credits), but it has a peak at the minimum (23% of freshmen did not gain any
credit). Therefore, the phenomenon is characterized by a relevant left censoring that
needs to be accounted by the model. Moreover, the distribution of positive credits
is quite irregular, showing peaks at 6, 15, 24, 36 and 45 credits. This pattern results
from the paths followed by students, which can take exams weighting 6, 9 or 12
credits. The distribution of positive credits has a median of 30 and a mean of 29.8.

3 Modelling strategies

To disentangle direct and indirect effects of students background characteristics on
the number of gained credits, the result of the admission test can be treated as an
intermediate variable in a regression chain graph (Wermuth and Sadeghi, 2012).
The specified chain graph model has tree blocks: (i) pre-test (exogenous) variables,
(ii) standardized test scores (intermediate variables), and (iii) gained credits after
one year (outcome). The test result could be summarized by the total score, but this
would obscure some interesting aspects of the phenomenon: first of all, the three ar-
eas (Logic, Reading and Math) have different numbers of items; moreover, we wish
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to evaluate the relationships of each of the three partial scores with pre-test vari-
ables and the outcome. Therefore, we consider the Logic, Reading and Math scores
as distinct variables, using standardized values to eliminate the effect of the differ-
ent numbers of items. The three standardized partial scores are jointly regressed on
pre-test covariates with a multivariate linear model (as compared to three separate
regressions the multivariate regression yields the same point estimates but slightly
different standard errors).

The model for regressing gained credits yi on pre-test variables and test scores
entails remarkable difficulties since, as noted in the previous Section, the distribu-
tion of yi is quite irregular and has a large peak in zero. Therefore, conventional
parametric models are not suitable. We tried two alternatives that we are going to
outline in sequence, namely a binomial mixture model with concomitant variables
(Grilli et al., 2013) and a hurdle model (Grilli et al., 2012)

3.1 Binomial mixture model with concomitant variables

The binomial mixture model is explicitly designed for a count variable with a fixed
maximum, such as the number of gained credits yi. This model assumes that the
distribution P(yi) is defined by a finite mixture of conditional distributions P(yi |
ui), where ui is a categorical latent variable taking values k = 1, . . . ,K with prior
probabilities πk = P(ui = k), where πk > 0 and ∑K

k=1 πk = 1.

P(yi) =
K

∑
k=1

πkP(yi | ui = k). (1)

where the conditional distributions P(yi | ui) are binomial with common number of
trials t and component-specific probabilities of success θk:

P(yi | ui = k) =
(

t
yi

)
θ yi

k (1−θk)
t−yi . (2)

In order to exploit the covariates, we fit a Concomitant variable mixture model
(Dayton and Macready, 1988), where the component probabilities of the finite mix-
ture vary across subjects according to a vector of covariates zi (usually including a
constant for the intercept):

P(yi | zi) =
K

∑
k=1

πk|zi P(yi | ui = k), (3)

where πk|zi = P(ui = k | zi), with πk|zi > 0 and ∑K
k=1 πk|zi = 1 for any subject i. Such

constraints are satisfied by any model for nominal variables, like the multinomial
logit model:
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πk|zi =
exp(z′iβββ k)

∑K
l=1 exp(z′iβββ l)

, k = 1, . . . ,K, (4)

with βββ 1 = 0 for model identifiability. Therefore, the prior probabilities of class
membership depend on the covariates zi through a non-linear function.

For given K, the parameters can be estimated with Maximum Likelihood using
the EM algorithm (McLachlan and Peel, 2000).

3.2 Hurdle model

A hurdle or two-part model (Cameron and Trivedi, 2005) can be used to account for
the large proportion of students (23%) gaining no credits (yi = 0). Such a propor-
tion should not be regarded as a nuisance, but as a key feature of the phenomenon
since those students failed to begin the university career and, indeed, most of them
dropped out.

The hurdle model has two components: a logit model for the probability of gain-
ing at least one credit P(yi > 0 | zi), and a linear model for the expected number of
gained credits E(yi | yi > 0,xi). The linear model is fitted on the subset of students
who gained at least one credit. The covariates of the two sub-models, zi and xi, are
distinct in principle, but they can even be the same. Since no parametric distribution
appropriately describes the pattern of gained credits, we avoid a parametric spec-
ification and estimate the parameters via OLS and then compute robust standard
errors.

The linear model for positive credits should be regarded as an approximation of
the relationship between the mean and the covariates, without trying to model the
whole distribution. Indeed, the linear model does not put restrictions on the sup-
port of yi, so that non-integer values and out-of-range values are possible. However,
in this application such issues are not critical, since non-integer values are just a
problem of rounding, whereas the predicted mean is always within the range [0,60].
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